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Announcements



Announcements

I Draft of your written piece is due April 7 A week from
today.



Reminder about the written piece

Your written piece must be associated with your research
project !

Possible types of papers:
Research Proposals (CDT students, Jan starters)
Taster project report (CDT students)
End of year 1 short report
Workshop paper

It must be your writing !



The written piece (cont)

It must include
I title
I summary/abstract
I introduction
I main part
I conclusions/concluding remarks
I references
I anything else which might be appropriate for the type of

document you are presenting.
Must be comprehensible by everyone in the group.
Length: 5 pages without references.
We do not expect completed work.





The Scientific Method



Evaluation

I Evaluation is hard! (This is what makes science hard.)
I But your work will be scruntinized. (One common reason

for rejecting a paper is when experiments do not support
claims.

I Bad methodology = bad paper.



In 1648, Jan-Baptista van Helmont showed that plants are made of water only.

“I took an earthen vessel in which I placed two hundred

pounds of earth dried in an oven, and watered with rain

water. I placed the stem of a willow tree weighing five

pounds. Five years later it had developed into a tree

weighing one hundred and sixty-nine pounds. Nothing

but rain (and distilled) water had been added. The large

vessel was placed in earth and covered by an iron lid with

a tin-surface that was pierced with many holes [to allow

the soil to breath while preventing dust from getting in]. I

have not weighed the leaves that came off in the four

autumn seasons. Finally I dried the earth in the vessel

again and found the same two hundred pounds of it

diminished by about two ounces. Hence one hundred

and sixty-four pounds of wood, bark and roots had come

up from water alone.”

This looks like a careful experiment. What is wrong?



What is wrong with Helmont’s experiment?



What is wrong with Helmont’s experiment?

I It is hard to keep those confounding factors out of
experiments.

I In fact, Helmont knew about carbon dioxide, and he knew
that if you burned plant material, it was released. (?!)

I Confounding factors can come into your experiments, too.
Hard to control.
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The Scientific Method I — Inductive view

Sometimes, science consists of the collection of facts.
Examples,

I Observations of the behaviour or locations of particular
animals or human tribal groups.

I Mapping out astronomical bodies.
I Creation of datasets, benchmarks, or catalogues of

performance of computers or algorithms.
Most computer science research does not fall in this category.



The Scientific Method II — Hypothetico-deductive
model

1. You start with some background knowledge, and a
research question. This part is inductive; you may collect
some data or use the data of others.

2. You generate a hypothesis. This part is creative.
3. You deduce consequences of your hypothesis. Assuming

2 is true, what follows.
4. You test these consequences, by seeking evidence which

violates the predictions made in 3. The harder you try to
disprove the hypothesis and fail, the greater the likelihood
it is true.

This is the scientific method according to Karl Popper. This is
where most computer science research falls (I think).



What makes a good hypothesis

I It must be falsifiable.
I In designing your experiments, you should work as hard

as possible to falsify it.

Note: It is a fallacy to think that observing the
consequences of your hypothesis somehow
confirms it.

No amount of experimentation can ever prove me
right; a single experiment can prove me wrong.”

—Albert Einstein



A typical situation in computer science

We have a new method which we believe is an improvement
on existing ones.
Hypothesis: New Method when compared with Existing

Method, is
I faster,
I less resource hungry,
I easier for people to use,
I or whatever.

Is it enough just to test it against the existing
method? What if it requires parameter tuning to
perform well? How would you evaluate usability?



Be your harshest critic

If New Method is “better” than Existing Method: Look for
reasons this could be true without the hypothesis being true.

I The code was optimised differently.
I The subjects know which method is yours, and don’t

want to hurt your feelings.
I etc.

Track these down and eliminate them.
Work hard to optimise Existing Method: Give it every
opportunity to “win”.



Hypothesis testing



The role of an alternative hypothesis

I It is very hard to test a hypothesis without an alternative
hypothesis.

I In order to determine the probability the hypothesis is true
from the observations, you need to know well alternative
explanations explain the data. (You can see this from
Bayes Rule).



(on board)



The standard alternative hypothesis

Null hypothesis: The effects are due to chance alone.

I This is the origin of statistical hypothesis testing.
I If you make claims that are not obviously true, you will

have to provide statistical support.
I You learned about this in Scientific Methods 1 (2?).



Some points to remember

I Statistic significance is not the same as practical
significance.

I The more parameters you have in your method, the more
likely it will be to succeed by chance alone.

I If your hypothesis is that your method is an advance on
the state-of-the-art, you had better test it against the
state-of-the-art methods, not vanilla methods, or only
methods which are somehow similar to yours.



Presenting experimental results



Problem

Suppose you want to measure the run time x of an algorithm
(or some other quantity which varies).

I What would you measure?
I How would you estimate the uncertainty in the

measurement?

Take out some paper and write down your answer.



Answer - what I hope you wrote down

Measure the run time multiple times: Say N times.
Use mean run time as your estimate: X = 1

N
∑N

n=1 xn, where
xn is the runtime of the nth trial.

Measure of uncertainty: standard error or standard error in the
mean, which is the standard deviation divided by
the square-root of the number of trials,

standard error = σ/
√

N; (1)

=
1√
N

(
1
N

N∑
n=1

[xn − X ]2
)1/2

.(2)

Not the standard deviation!



Example of difference between standard error and
standard deviation

Suppose you are trying to estimate the average height of a
male UK university student from a sample of size N. As N gets
bigger and bigger,

I the sample mean will become a better and better
approximation to the actual value;

I the sample standard deviation will become closer and
closer to the actual value in the population (which is not
zero);

I the standard error will go to zero (like 1/
√

N), indicating
that our uncertainty in the actual mean value becomes
smaller and smaller.



Multiple runs and error bars

Suppose: You want to show the convergence of your
algorithm as a function of time. What is a good
way

Answer: Do multiple runs, and plot error bars.
Error bars: Over a single trial, you have x(t). Over multiple

trials, you would plot what? Let N be the number
of trials, and xn(t) be the measurement at time t
for trial n.
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Use the standard error as the error bar.

Mean: Obviously, the mean X (t) = 1
N
∑N

n=1 xn(t).
Size of error bar: Is the standard error or standard error in the
mean, which is the standard deviation divided by the
square-root of the number of trials,

standard error = σ/
√

N; (3)

=
1√
N

(
1
N

N∑
n=1

[xn(t)− X (t)]2
)1/2

. (4)
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I Sometimes the data lies in a corner of the graph.
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A graph with too much white space
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Taking the log can sometimes help
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I Plotting as a semi-log plot can sometimes help.



Transforming data

Reminders:
I Data which is a power law will be converted

to linear via a log-log plot.
I Data which is exponential will be converted to

linear via a semi-log plot.
I If data seems to be converging to an

asymptote, but could also be growing very
slowly, try fitting it to some model,

y = A exp (−ax) + C.

If you get a good fit, this will tell that y will be
within e−1 of C when x ≈ 1/a.



Other suggestions

I Don’t present tons of raw data.
I Find a way to summarise
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Final thoughts



Conclusions

I Make clear what your goals are and why: to test specific
hypotheses (say what they are), to collect data, to
demonstrate something, etc.

I Do multiple runs of experiments, and use the correct
measures of deviation (standard for the deviation in
means).



Remember: most science is incremental. Even the biggest
breakthroughs often come from incremental science done
really well.

I In 1964 Arno Penzias and
Robert Wilson were trying
to calibrate a horn antenna
for radio astronomy work.

I Couldn’t get rid of some
noise. Even removed the
nesting pidgeons.

I Turned out the source was
the 3 degree cosmic
background radiation,
experimental evidence of
the big bang theory of the
origin of the universe.
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