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Abstract 

In natural language inference (NLI), inference has been defined as a single distinct task 

where a natural language hypothesis H can be inferred from a natural language text T. In 

recent times, a lot of work has been put into developing formal deduction methods, but 

inference is also a crucial topic in artificial intelligence. The challenges of NLI and formal 

deduction differ. In the last few decades, researchers have been investigating the 

application of NLI in areas like question answering, which selects answers to a string of 

questions, and possibly prefers the more specific answers to the general ones, while 

automatic summarisation employs semantic overlap to extract sentences that are more 

informative than the others. 

The first of the two main existing approaches to NLI is the translation to logical form, 

which involves transforming a given sentence into first-order logic (FOL) representation, 

which to a large extent involves the use of a functional dependency parser to extract the 

dependency tree of T and H. The dependency trees are normalised, and a theorem prover is 

applied to the normalised form of the pair of T and H. If, at the end, an inference can be 

made between the pair, the prover will indicate YES. The challenge in this approach is that 

it requires a lot of background knowledge, which is not easy to obtain. The second 

approach also involves parsing the pair of T and H to generate dependency trees and apply 

a tree-matching algorithm to determine whether an entailment holds between the pair. The 

challenge of this approach is that it does little or nothing in terms of quantification.  

This dissertation explores the mid-way between the two previous approaches by making a 

compromise between them. The compromise is referred to as the Normalisation approach, 

where the inference is achieved by transforming the dependency tree generated from the 

parser in order to generate a simple version which can be easily handled by the inference 

engine. The entire discussion in this dissertation is based on the Normalisation approach, 

where the implemented inference engine is a simple PROLOG-style engine that uses 

backward chaining to search the set of rules. The input into the system (implemented 

program) is a goal, a set of facts and a set of rules. The approach involves goal inference; 

that is, inference from a goal to a set of known facts, which help control the search space by 

enforcing conditions that will help prove the current goal. This approach relies on the set of 

rules in the inference engine which has the goal as the conclusion. At each step of the 




