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Abstract 

Despite  rapid  advances  in  parallel  hardware  performance,  the  full  potential  of 
processing power is  not  being exploited  in  the software community for  one clear 
reason:  the  difficulty  in  designing  efficient  and  effective  parallel  applications. 
Identifying  sub-tasks  within  the  application,  designing  parallel  algorithms,  and 
balancing  load  among  the  processing  units  has  been  a  daunting  task  for  novice 
programmers, and even the experienced programmers are often trapped with design 
decisions that underachieve in potential  peak performance.    Design patterns  have 
been used as a notation to capture how experts in a given domain think about and 
approach  their  work.  Over  the  last  decade  there  have  been  several  approaches  in 
identifying  common  patterns  that  are  repeatedly  used  in  parallel  software  design 
process. Documentation of these design patterns helps the programmers by providing 
definition,  solution  and  guidelines  for  common  parallelization  problems.  A 
convenient  way  to  further  raise  the  level  of  abstraction  and  make  it  easier  for 
programmers to write legible code is the philosophy of ‘Separation of Concerns’. This 
separation is achieved by Aspect Oriented Programming (AOP) paradigm by allowing 
programmers  to  specify  the  concerns  in  an  independent  manner  and  letting  the 
compiler 'weave' (AOP terminology for unification of modules) them at compile time. 
However, abstraction by its very nature often produces unoptimized code as it frames 
the solution of a problem without much thought to underlying machine architecture. 
Indeed,  in  the  current  phase  of  multicore  era,  where  chip  manufacturers  are 
continuously  experimenting  with  processor  architectures,  an  optimization  on  one 
architecture  might  not  yield  any  benefit  on  another  from  a  different  chip 
manufacturer.  Using the auto-tuner one can automatically explore the optimization 
space for a particular computational kernel on a given processor architecture. The last 
relevant  aspect  of  concern  in  this  project  would  be  the  formal  specification  and 
verification  of  properties  concerning  parallel  programs.  It’s  well  known  fact  that 
parallel programs are particularly prone to insidious defects such as deadlocks and 
race  conditions  due  to  shared  variables  and  locking.   Using  tools  from  formal 
verification  it  is  however  possible  to  guarantee  certain  safety  properties  (such  as 
deadlock  and  data  race  avoidance)  while  refining  successive  abstractions  to  code 
level.  The  interplay  of  abstractions,  auto-tuning  and correctness  in  the  context  of 
parallel software development will be considered in this project report.
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1. Introduction

The semiconductor industry enjoyed an unprecedented period of boom during the last 
few decades thanks to Moore's Law. This enabled manufacturers to pack double the 
number of transistors after every eighteen months on given silicon die. Most of the 
architectural  innovations  were  centred  on  increasing  instruction  and  data  level 
parallelism, using aggressive pipelining,  out-of-order execution etc.  to increase the 
performance  of  single  thread  of  execution.  However,  due  to  power  constraints, 
limitation of memory bandwidth and insufficient instruction level parallelism [8], this 
trend  is  now  changing.  The  rate  of  growth  performance  of  single  threaded 
applications has effectively become flat as the following graph shows [7].

Figure  1.  This  chart  plots  performance  relative  to  the  VAX 11/780  as  measured  by  the 
SPECint  benchmarks.  Prior  to  the  mid-1980s,  processor  performance  growth  was  largely 
technology driven and averaged about 25% per year. The increase in growth to about 52% 
since then is attributable to more advanced architectural and organizational ideas. By 2002, 
this growth led to a difference in performance of about a factor of seven. Performance for 
floating-point-oriented calculations has increased even faster. Since 2002, the limits of power, 
available instruction-level parallelism, and long memory latency have slowed uni-processor 
performance recently, to about 20% per year (reproduced from [7]).
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This signals a historic switch from exploiting instruction level parallelism (ILP) to 
thread -level parallelism (TLP) and data-level parallelism (DLP). In the case of ILP, 
the  processor  hardware  and  complier  work  together  to  exploit  parallelism  within 
instructions implicitly, TLP and DLP are explicitly parallel, requiring the programmer 
to write parallel code to gain performance.

1.1 Programmer Productivity in the Multicore era

Multicore - the integration of multiple processing cores onto a single silicon die has 
been  accepted  by  the  chip  manufacturers  as  the  de-facto  solution  to  continue  to 
deliver higher performance in terms of execution speed [7]. The result of this that all 
computers have now become shared memory parallel (SMP) computers. 

Figure 2. A multicore having multiple execution units integrated on a single die

This is has created a challenge for programmers.  To exploit  these extra cores, the 
software industry, which traditionally made limited use of parallelism, must now use 
parallel programming pervasively. The software industry needs to transform itself into 
a parallel programming industry. Parallel programming has been acknowledged to be 
a hard problem and some of the best minds in computer research have explored ways 
to  make  it  easier  and  less  error  prone  for  the  last  thirty  years.  Unfortunately,  no 
definitive answer to this problem has been found, though there are approaches which 
address some of the concerns in a limited way. The situation is akin to the era when 
the industry made its transition to Object Orientation in the early nineteen nineties. 
Object  Orientation  is  now a  well  understood  and  practiced  paradigm of  software 
construction and programming. This has been achieved by a number of innovations: 
languages,  design  methodologies,  tools,  abstractions  etc.   A  similar  roadmap  for 
taking the parallel software  challenge would be required.

1.2 Key Concerns in Parallel Software Development

Software development by its very nature is a model building process: it’s an exercise 
in  abstraction.  But  this  abstraction  needs  to  be  made  concrete  by  successive 
refinements and addition of details which create a mapping from the problem space to 
the solution space. Throughout, the process two issues are paramount, without which 
any software will be devoid of any value: correctness and performance. Therefore, for 
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the purpose of this thesis we will consider abstraction, performance and correctness as 
three main pillars of parallel software development.

In  this  project  report  we aim to investigate  the interplay between three important 
aspects of parallel program development: abstraction, performance and correctness.

Figure 3. The key focus areas in parallel software development

The triangle in figure 3 illustrates the three key areas:

 Abstraction  :  This  enables  to  think  and  communicate  about  a 
computational  problem at  a  high  level  and  consider   possible  ways  of 
arriving at a solution

 Performance:  In  order  to  ensure that  the  derived  solution  delivers  high 
solution on target architecture the possible space of optimizations need to 
be  explored  and  selectively  turned  on  or  off,  to  ensure  that  we  get 
maximum overall performance.

 Correctness:  During successive refinements that are done in abstraction 
phase, we need to ensure that certain invariants remain true and guarantee 
correctness properties.  

In section 2, Background and Motivation, we individually explore these three aspects 
of parallel program development further. In section 3, Project Aim we formulate the 
key areas within abstraction, performance and correctness that are important. Section 
4 discusses research methodology and experimental set-up for the project and how the 
necessary data collection and benchmarking would be done. 
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2. Background and Motivation

In this section we identify key aspects of abstraction,  performance and correctness 
and how can these three seemingly unrelated concepts come into interplay with each 
other when viewed in the context of parallel programming. 

2.1  Design  Patterns,  Motifs  and  Skeletons:  Abstractions  for 
Parallelism

During  the  early  nineteen  nineties  when  object  orientation  (OO)  was  a  new 
technology,  developers  thought  of  different  ways  to  describe  (architecturally)  and 
specify (behaviourally) object-oriented software. One of the most important notions 
to come out of this research has been the use of the of “Design Patterns”. A design 
pattern is described as “A structured description of high quality solutions to recurring  
problems” [4]. The design patterns movement which started gave a convenient way 
for programmers to discuss and describe software development. Indeed, it provided a 
language  in  which  programmers  could  speak  and  think  while  developing  object 
oriented software. A similar movement has started for parallel programming industry 
especially in the domain of scientific computing. 

A research group in the University of California, Berkeley [1] has expanded on this 
list of Phil Collela’s dwarfs and added six more from the fields of machine learning, 
embedded  systems,  data  processing  etc.  and  re-branded  them  as  motifs.  For  the 
purpose of this  report,  the terms dwarfs and motifs  will  be used interchangeably. 
Table 1 enumerates the thirteen motifs.  Dwarfs are useful for programs in which it is 
obvious that the underlying computation can be captured and described as a dwarf. In 
some programs however, it may not be so obvious. By recognizing a particular motif 
or  kernel,  programmers  can  achieve  good  efficiency  by  leveraging  the  work 
conducted by hundreds of researchers.

A somewhat similar approach to design patterns has also been explored by the parallel 
programming community, called skeleton frameworks [2]. Skeletons too encapsulate 
common  parallelization  mechanisms  and  design  decisions  concerning  the  parallel 
algorithm. Several well known skeletons have been developed by the community, the 
best known being Farm, Pipe, Divide and Conquer and Heartbeat. One special feature 
of skeletons is that they can be plugged into each other to create more sophisticated 
forms of parallelism. For example a Farm skeleton can be composed with a pipe to 
form a create a pipeline in which each stage is a farm. In this way skeletons can be 
considered  as  higher  order  functions  amenable  to  treatment  using  functional 
programming, and indeed a mathematically rich theory exists in this area. 
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Dwarf Description
Dense Linear Algebra (eg BLAS) Data are dense matrices or vectors.
Sparse Linear algebra Data sets include many zero values
Spectral Methods (FFT) Data sets are in frequency domain as 

opposed to time and spatial domains
N-Body Methods Depends on interactions between 

many discrete points
Structured Grids Represented by regular grid points and 

points on the grid are updated as 
functions of their nearest neighbours.

Unstructured Grids An irregular grid where data locations 
are selected, usually by underlying 
characteristics of the application

Monte Carlo Calculation depend on statistical 
results of repeated random trials.

Combinational Logic
(e.g., encryption)

Functions that are implemented with 
logical functions and stored state

Graph traversal (e.g.,
Quicksort)

Visits many nodes in a graph by 
following successive edges. These
applications typically involve many 
levels of indirection, and a relatively
small amount of computation

Dynamic
Programming

Computes a solution by solving 
simpler overlapping subproblems.
Particularly useful in optimization 
problems with a large set of feasible
solutions.

Backtrack and
Branch+Bound

Finds an optimal solution by 
recursively dividing the feasible 
region into
Subdomains, and then pruning sub-
problems that are suboptimal.

Construct Graphical
Models

Constructs graphs that represent 
random variables as nodes and
Conditional dependencies as edges. 
Examples include Bayesian networks
And Hidden Markov Models.

Finite State Machine A system whose behaviour is defined 
by states, transitions defined by
inputs and the current state, and events 
associated with transitions or
states.

Table 1. The list of 13 Computational Dwarfs/Motifs
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2.2 A Pattern Language for High Performance Computing

The literature regarding design patterns is vast and mature. Design patterns are now a 
standard  in  Object  Oriented  software  construction.  The  trend  to  catalogue  and 
implement design patterns for parallel domain is more recent, however, and received a 
fillip with the advent of multi-core processors on a mass scale. Two research groups 
one in University of California at Berkeley [1] and at University of Illinois at Urbana-
Champaign  (UIUC)  [10],  are  actively  involved  in  this  research  and  have  done 
significant  work in  creating  a  pattern  language and framework.  Both groups have 
more or less similar approach. A layered diagram showing the approach taken by the 
Berkeley group is shown below in figure 4.

Figure 4. The Berkeley parallel patterns framework showing the main levels abstractions in 
the pattern language. Reproduced from [1].

The framework can be understood to consist of a series of refinements, starting from 
the top, which consists of a high level description of a problem, to the bottom, which 
contains the implementation for a specific architecture. This design space exploration 
of the solutions consists of four broad steps which can be summarized as follows:
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• Finding Concurrency: In this step the designer considers the problem to be 
solved and whether it merits a parallel solution. If so, the next step is to make 
sure  the  key  features  and  data  elements  within  the  problem  are  well 
understood. Also, the programmer needs to identify the parts of the problem 
which  are  computationally  intensive.  This  leads  to  a  bifurcation  into  two 
tightly coupled parts:

1. High Level software architecture: This corresponds to the logical 
structure of the components constituting the program. 

2. Computational  Patterns  or  Dwarfs:  These  correspond  to  a 
frequently occurring unit of computation. The dwarfs can consist of 
many kernels. E.g. The spectral methods dwarf may have kernels 
corresponding to FFT, DCT, z-Transform etc.

• Algorithm  Structure:  This  refinement  corresponds  to  the  high  level 
concurrency pattern  used.  Examples  are  Task parallelism,  data  parallelism, 
discrete event etc. Essentially,  at this level, the granularity of parallelism is 
decided.

• Implementation strategy:  This corresponds to the actual coding mechanism 
used to implement the higher level algorithm structure.  These patterns focus 
on how a design is implemented in software. They describe how threads or 
processes execute code within a program; i.e. they are intimately connected 
with how an algorithm design is implemented in source code. These patterns 
fall into two sets: 

1. Structure patterns:  This describes how the code is organized and 
how interaction between threads is achieved. E.g. SPMD, Fork-Join, 
Loop-Level parallelism etc.
 
2. Data structure patterns: This describes the data structure in which 
the  shared  data  between  the  concurrency  primitives  is  stored.  E.g. 
Shared queue, distributed array, shared hash table etc.

• Concurrent  Execution  patterns:  These  patterns  describe  how  a  parallel 
algorithm is organized into software elements that execute on real hardware 
and interact tightly with a specific programming model. These are organized 
into two sets:

1.  Process/thread  control  patterns:  These  are  concerned  with  the 
concurrency primitives used to achieve parallel execution on the target 
architecture.

 2. Coordination patterns: These patterns are concerned with describing 
the messaging and inter process communication between the individual 
concurrency  primitives.  E.g.  Message  passing,  point-to-point 
synchronization, Transactional memory etc.
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Using this pattern framework as a guide, a programmer can successively refine and 
conceptualize  program  organization  starting  from  the  broadest  “whiteboard” 
abstraction down to implementation details at coding level.

The entire workflow, of how a programmer can do successive abstractions, starting 
from the top layer to the bottom layer is shown in figure 5.

Figure 5. Using a pattern language to iterate through the various stages of software 
development from the original ‘whiteboard’ representation to the code.

Another possible approach is possible when the programmer is aware of the kernel 
used in a problem. The optimum solution of a kernel can be framed as a pattern 
language and the programmer can bypass the decision tree approach shown in figure 5 
to use a black boxed best-known traversal and implementation [11]. This is shown in 
figure 6.
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Figure 6. Integration of the motifs into the pattern language. By selecting a motif, one 
selectsthe best known traversal of the pattern language decision tree for that method.

2.3 Separation of concerns using Aspects

However  during this  derivation  of  the parallel  algorithm and program there is  no 
effective process through which the cross cutting concerns across the layers can be 
managed. However there is a way out of this quandary if we adopt the idea separation 
of  concerns  via  aspect  orientation.  Aspect-oriented  programming  introduces  the 
notion of separation of concerns in multidimensional space
 

Figure  7.  Cross-cutting  concerns  (here  represented  by  synchronization  and  temporal 
attributes) are implemented as separate from components. By inserting proper annotations 
within the components it becomes possible for the aspect compiler (or the weaver) to merge 
these  into  a  component  based  application  where  the  concerns  ‘cut-across’  different 
components.  This  approach  helps  programmers  to  think  of  orthogonal  concerns  in  an 
independent manner puts the burden on the compiler to weave them as required.

Therefore, the amalgamation of design patterns with Aspect Orientation as part of the 
designing process may be a plausible solution to achieve separation of concerns in a 
non-invasive manner. This process may further be enhanced by introduction of two 
critical elements necessary for parallel programs. One is related to formal verification 
of the program and the other is related to ‘auto-tuning’ of the final weaved code using 
dynamic cross-cutting of concerns to select the optimum aspects.
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2.4 Auto-tuning approach to kernel optimization

Potentially, motifs provide productivity programmers a productive solution to parallel
programming.  However,  it  falls  to  the  efficiency  programmers  (those  who  create 
optimized frameworks for parallel  platforms) to ensure that  the kernels  within the 
motifs each deliver good performance. By no means is this an easy task given the 
breadth  of  both  motifs  and  architectures  they  must  run  efficiently  run  on.  This 
approach is further complicated by the fact that simply running well on all of today’s 
machines is insufficient. With a single code base, we must deliver good performance 
on any possible future evolution of today’s architectures.

Figure 8. Comparing traditional optimizing compiler approach with the auto-tuning approach. 
Reproduced from [11]

Automated tuning or auto-tuning has become a commonly accepted technique used
to find the best implementation for a given kernel on a given single-core machine 
[11]. Figure 8 compares the traditional and auto-tuning approaches to programming. 
Figure 8.(a) shows the common Alberto Sangiovanni-Vincentelli (ASV) triangle. A 
programmer  starts  with  a  high-level  operation  or  kernel  he  wishes  to  implement. 
There is a large design space of possible implementations that all deliver the same 
functionality. However, he prunes them to a single C program representation. In doing 
so, all high level knowledge is withheld from the compiler which in turn takes the C 
representation,  and  explores  a  variety  of  safe  transformations  given  the  little 
knowledge available to it. The result is a single binary representation. Figure 8.(b) 
presents the auto-tuning approach.  The programmer implements  an auto-tuner that 
rather  than  generating  a  single  C-level  representation  generates  hundreds  or 
thousands. The hope is that in generating these variants some high-level knowledge is 
retained  when  the  set  is  examined  collectively.  The  compiler  then  individually 
optimizes these C kernels producing hundreds or machine language representations. 
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The auto-tuner then explores these binaries in the context of the actual data set and 
machine. There are three major concepts with respect to auto-tuning: the optimization
space,  code  generation,  and  exploration.  First,  a  large  optimization  space  is 
enumerated.  Then, a code generator  produces C code for those optimized kernels. 
Finally, the auto-tuner proper explores the optimization space by benchmarking some 
or all of the generated kernels searching for the best performing implementation. The 
resultant configuration is an auto-tuned kernel.

3. Project Aims and Research Methodology

As  suggested  in  section  2,  for  the  software  industry  to  solve  the  multicore 
programming challenge, it is important to focus on three critical features: abstractions, 
performance and correctness. The interplay of these three concerns, viewed from the 
perspective of parallel program development, will be the key aim of the project. One 
of  the  ways  this  can be  achieved is  by implementing  one  or  more  computational 
kernels, starting from the higher level design pattern down to coding level in a high 
level  language  (such  as  Java,  Python,  Haskell  etc.).  Alongside,  with  design 
refinements, formal verification of the program structure would investigated to ensure 
correctness properties are maintained at every step. Finally, once we create the code 
for a kernel an optimized version of it can be mechanically searched for by the auto-
tuner.  The  primary  aim  of  this  project  would  be  go  along  this  path  for  parallel 
program development and benchmark the resulting code for performance on different 
machine architectures.

3.1  Project Goals

The purpose of the thesis will be to explore the deign pattern framework as illustrated 
in figure 4. This framework will be used as a roadmap to so the necessary design 
space exploration of some selected parallel computing kernels which occur frequently 
in high performance computing. For the purpose of this dissertation, my objective is 
to work on the following kernels:

1. Monte  Carlo  simulation:  The  basic  premise  behind  Monte  Carlo 
simulations  is  that  the  solution  to  some problems can  be  estimated  by 
statistical  sampling  its  solution  space  with  a  set  of  experiments  using 
different  parameter  settings  [8].  How  do  we  efficiently  construct  and 
execute  thousands  to  millions  of  experiments,  analyze  the  results,  and 
arrive  at  a  solution?  Solving  a  problem with  the  Monte  Carlo  method 
involves a sampling of the solution space with thousands to millions of 
experiments. The numbers of independent experiments provide significant 
parallel opportunities, which high performance computing (HPC) experts 
often  call  “embarrassingly  parallel”.  While  this  describes  the  ample 
parallelism opportunities,  there  are  still  many implementation  decisions 
that need to be made for efficient execution. Each experiment requires a 
three-step process: 
• Experiment generation: generating a random set of input parameters 

for an experiment
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• Experiment  execution:  execute  each  experiment  with  its  input 
parameter

• Result  aggregation:  aggregating  the  experimental  results  into 
statistical relevant solutions.

At the top level, we may have one problem to solve, or a set of problems to 
solve. In estimation of value of π, we have one value to estimate; in option 
pricing, we often have a batch of thousands of options to price, where all 
options can be priced in parallel. When there is more than one problem to 
solve, we have multiple levels of parallel opportunities to explore. Given 
the potential SIMD level and core level parallelism in the implementation 
platform,  many  problem  specific  tradeoffs  can  be  made  based  on  the 
execution behavior of the experiments. The Map-Reduce structural pattern 
[2] can  be  use  here,  where  the  problem  is  expressed  as a  two  phase 
program with a phase-1 mapping a single function onto independent sets 
of data (i.e. sets of i.i.d. experimental parameters), and a phase-2 reducing 
the  experimental  results  into  a  statistical  estimation  as  a  solution;  the 
solution is composed of the efficient distribution and load balancing of the 
mapping phase, and efficiently collecting the results in the reducing phase. 

Figure 9. High level representation of the map-reduce pattern

2. FFT (part of Spectral Method Dwarf):  Spectral methods [10] are based 
on the observation that some problems (notable higher order elliptic PDEs) 
are easier to solve if a domain transformation of the independent variable 
is  done  from  the  time  domain  to  frequency  domain.  This  domain 
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transformation  turns  the  PDE  differential  operators  into  algebraic 
operators. Hence the resulting equation can be solved algebraically.

Both these computational kernels are commonly occurring in HPC applications and 
well understood. The objective of the project will be to explore the solution space 
with the following questions in mind:

A.    Abstraction

1. How to arrive at the necessary structural patterns for solving Monte 
Carlo and FFT in a systematic manner? This will involve creation of 
pattern  languages  for  the  two  domains  which  capture  the  required 
mathematical operations and program logic.

2. How to modularize the cross-cutting concerns in the derived classes 
via Aspect Oriented Programming?

3. Are there any algorithmic skeletons or templates which can solve the 
required  problem?  If  so,  are  they  equivalent  or  different  from  the 
design patterns?

4. Which  of  the  two  abstractions  –  design  patterns  and  skeletons  are 
easier to program and do they give same or different performance?

     B  Performance

1.  How will an auto-tuner generate the required code so that it is 
optimized   to run on a target machine?

      2.   What parameters would be required to be given to the auto-tuner using 
which it can proceed with the optimization procedure?

3.   Is it possible to specify performance constraints at higher levels of 
abstraction and how would these constraints be translated at lower level?

C.  Correctness

1. How can test for safety properties such as deadlock and race conditions with 
successive refinements from higher to lower levels of abstractions?
2. How to check whether the generated code has the required relevant safety 
properties?
      

3.2 Experimental Setup and benchmarking

The implementation platform for the computational problems will be object-oriented 
and functional programming platforms which will be used to write the code for the 
computational kernels. Once the code is implemented, it can be run on the available 
multicore processors to measure the runtime and verify correctness properties.

Therefore, two experimental platforms would be required:
1. Object and Aspect Oriented Platform – based on Java and Eclipse 
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2. Functional  Programming  Platform  and  Language  –  based  on 
Haskell and the Glasgow Haskell Compiler.

In  the  first  platform,  many  variations  are  possible  due  to  different  JVM 
implementations.  For  example  a  Sun  Microsystems  JVM  and  IBM  JVM  differ 
amongst each in some aspects of thread scheduling. These differences may introduce 
variations  in  the  measurements  done.  In  order  to  quantify  these  deviations  an 
AspectC++ implementation  is  a good way to gain more  control of the underlying 
machine without the restrictions of managed environment. 

In order to collect various timing data full use can be taken of the D-Trace (from Sun) 
or V-Tune (from Intel) profilers.

3.3 Project Plan

The project will be divided into the following phases:

1. Background reading on auto-tuning and formal methods for parallel program 
verification.

2. Deriving pattern languages for Monte Carlo and FFT kernels
3. Implementing the patterns using object-oriented and functional languages
4. Running the code and performing benchmarking.
5. Report writing and conclusions

Month May June July Aug
Item     

Literature Review     
Pattern Language Derivation     
Pattern Implementation     
Benchmarking     
Report Writing     
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